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Introduction
1. Motivation


 Massive visual tokens make Video-LLMs inference costly and slow.

 Existing compression methods mainly reduce tokens after vision encoding,  
 while the vision encoder still dominates TTFT.

 Naive attention-based Top-K selection can be biased by video sink tokens.

 How to design early and robust token compression for fast video understanding 
 remains under-explored.

Method

Main Results

 Inner-Encoder Frame Merging: Segments frames by 
 streaming cosine similarity (EMA-smoothed). 
 Merges redundant middle frames with a local- 
 optimal strategy and weighted fusion, compressing 
 temporal redundancy before tokens enter the LLM.

 Decoupled Spatial Selection: Splits frames 
 into dynamic (segment head/tail) and static (middle) 
 sets. Dynamic frames → global top-K (motion- 
 aware); Static frames → local-window top-K 
 (distribution-preserving, sink-agnostic). CPU–GPU 
 co-design offloads static selection for extra 
 efficiency.
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2.3× to 2.8× FLOPs reduction


2.1× to 2.6× TTFT reduction

1.2× to 2.0× throughput improvement


Retain 96% of original accuracy
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2. Key ideas

 Early token compression. Compress visual tokens during vision encoding rather 
 than after it, achieving faster TTFT by shifting token compression to an 
 earlier stage of the inference process.

 Bias-agnostic token selection. Use local-window top-K instead of global top- 
 K to retain visual tokens, alleviating the bias introduced by vision sink tokens 
 and maintaining a distribution closer to the original one.


